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Abstract data requirements for audit trails, but cannot be used fo
veribcation. Technologies such as continuous version
We present constructs that create, manage, and verl%g ble systems [14, 22, 33, 27, 38] and provenance
digital audit trails for versioning ble systems. Basedj - .. storage syste,ms f26] ,may, be employed in orde
upon a small amount of data published to a third party, %o construct and guery a data history. All changes tc
ple system commits to a version history. At a later date,data are recorded and the system provides access to t
Tecords through time-oriented ble system interfaces [31]
However, for veribcation, past versions of data must be
) . . fmmutable. While such systems may prevent writes tc
helping to meet the requirements of electronic recordspast versions by policy, histories may be changed unde

legislation. Our techniques address the 1/0 and CompUtafectany (see Section 3)

tional efbciency of generating and verifying audit trails, The diaital audit llel dits |
the aggregation of audit information in directory hierar- . € digital audit paralleis paper audits in process anc
incentives. The digital audit is a formal assessment of al

chies, and independence to ble system architectures. R . . L .
organizationOs compliance with legislation. Specibcally
verifying that companies retain data for a mandated pe

1 Introduction riod. The audit process does not ensure the accuracy ¢
the data itself, nor does it prevent data destruction. I

The advent of Sarbanes-Oxley (SOX) [40] has irrevoca-yeripes that data have been retained, have not been mo

bly changed the audit process. SOX mandates the retefibed, and are accessible within the ble system. To fail

tion of corporate records and audit information. It also digital audit does not prove wrongdoing. Despite its lim-

requires processes and systems for the veribcation of thigations, the audit process has proven itself in the pape

same. Essentially, it demands that auditors and compayorid and offers the same benebpts for electronic record:
nies present proof of compliance. SOX also speciPes thathe penalties for failing an audit include Pnes, imprison-
auditors are responsible for the accuracy of the informament, and civil liability, as specibed by the legislation.

tion on which they report. Auditors are taking measures o present a design and implementation of a syster

to ensure the veracity of the content of their audit. FOr¢q \eribcation of version histories in ble systems baset
example, KPMG employs forensic specialists to investi- generating message authentication codes (MACs) fc
gate the management of information by their clients. | o cions and archiving them with a third party. A ble
Both auditors and companies require strong audittrailssys,[ern commits to a version history when it presents :
on electronic records: for both parties to prove compli- \1ac to the third party. At a later time, a version his-
ance and for auditors to ensure the accuracy of the i”fortory may be veribed by an auditor. The ble system i
mation on which they report. The provisions of SOX ap- challenged to produce data that matches the MAC, en
ply equally to digital systems as they do to paper recordsgrjng that the systemOs past data have not been alter
By a OstrongO audit trail, we mean a veribable, persistephicipating in the audit process should reveal nothing
record of how and when data have changed. ~ about the contents of data. Thus, we consider audit moc
Current systems for compliance with electronic g5 i which organizations maintain private ble system:
records legislation meet the record retention and metag 4 publish privacy-preserving, one-way functions of ble
This is the fully developed version of a work-in-progress paper thatdata to third parties. Published data may even be store
appeared as short paperat the 2005 ACM StorageSS Workshop [7].  publicly, e.g.on a Web page.

of the ble system at any point in time. Digital audit trails
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Our design goals include minimizing the network, 2 Related Work

computational, and storage resources used in the pub-
lication of data and the audit process. I/0 efpciency isMost closely related to this work is the SFS-RO system
the central challenge. We provide techniques that min{13], which provides authenticity and integrity guaran-
imize disk 1/0O when generating audit trails and greatly tees for a read-only Ple system. We follow their model
reduce 1/0 when verifying past data, when comparedfor both the publication of authentication metadata, repli-
with adapting a hierarchy of MACs to versioning systemscated to storage servers, and use similar hierarchice
[13]. We employ incremental message authenticatiorstructures. SFS-RO focuses on reliable and veripabl
codes [4, 5, 6] that allow MACs to be computed basedcontent distribution. It does not address writes, multiple
only on data that have changed from the previous ver-versions, or efbcient constructs for generating MACs.
sion. Incremental MAC generation uses only data writ- Recently, there has been some focus on adding in
ten in the cache, avoiding read I/O to ble blocks on disk.tegrity and authenticity to storage systems. Oceanstor:
Sequences of versions may be veribed by computing &reates a tree of secure hashes against the fragments of
MAC for one version and incrementally updating the erasure-coded, distributed block. This detects corruptior
MAC for each additional version, performing the min- without relying on error correction and provides authen-
imum amount of /0. Our protocol also reduces network ticity [42]. Patil et al. [30] provide a transparent integrity
I/0. With incremental computation, a natural trade-off checking service in a stackable ble system. The inter-
exists between the amount of data published and the effposed layer constructs and veribes secure checksums
ciency of audits. Data may be published less frequentlydata coming to and from the Ple system. Hauleedl.
or on ble system aggregates (from blocks into bles, bleEl5] provide a survey of tamper-resistant storage tech-
into directories, etc.) at the expense of verifying more niques and identify security challenges and technology
data during an audit. gaps for multimedia storage systems.

Schneier and Kelsey describe a system for securing

Our solution is based on keyed, cryptographic hashlogs on untrusted machines [37]. It prevents an attacke|
functions, such as HMAC-SHA1 [3]. Public-key meth- from reading past log entries and makes the log impos-
ods for authenticating data exist [28] and provide uniqueSible to corrupt without detection. They employ a sim-
advantages over Symmetnc key solutions. For |nstance||a.r Oaudit mOdelO that focuses on the detection of at
during an audit, a Ple system would reveal its public keytaCks rather than prevention. As in our system, future
to the auditor, allowing the auditor to verify data authen- attacks are deterred by legal or Pnancial consequence
t|C|ty 0n|y_ The auditor would not have the ab|||ty to While |OgS are similar to version hiStorieS, in that they
create new, authentic records. With symmetric-key hastfiescribe a sequence of changes, the methods in Schnei
functions, when the key is revealed to the auditor, the2nd Kelsey secure the entire lag. all changes to date.
auditor could also create authentic records, leaving oper hey do not authenticate individual changes (versions)
the possibility of falsifying data. This is out of the scope Separately.
of our attack model. The auditor is a trusted and indepen- Efforts at cryptographic Ple systems and disk encryp-
dent entity. In this paper, we do not consider a pub”c_tion are orthogonal to audit trails. Such technologies pro-
key implementation, because public-key operations arevide for the privacy of data and authenticate data coming
far too costly to be used in practice. from the disk. However, the guarantees they provide da

not extend to a third party and, thus, are not suitable for

Our techniques are largely ble system independent irudit.
that they do not require a specibc metadata architecture.
This allows veribable audit trails to be implementedon a3 Secure Digital Audits
wide variety of systems. Additionally, our design makes
the audit robust to disk failures, immune to backup andA digital audit of a versioning ble system is the verib-
restore techniques, and allows for easy integration intccation of its contents at a specibc time in the past. The
information life-cycle management (ILM) systems. audit is a challenge-response protocol between an audi
tor and the ble system to be audited. To prepare for ¢
We have implemented authentication using incremen{uture audit, a ble system generates authentication mete
tal MACs in the ext3cow ble system. Ext3cow is a data that commits the ble system to its present conten
freely-available, open-source ble system designed foifhis metadata are published to a third party. To con-
version management in the regulatory environment [31].duct an audit, the auditor accesses the metadata from th
Experimental results show that incremental MACs in- third party and then challenges the ble system to produc:
crease performance by 94% under common workloadsnformation consistent with that metadata. Using the se-
when compared with traditional, serial hash MACs. curity constructs we present, passing an audit establishe
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that the ble system has preserved the exact data used &third party. Tamper-resistant storage complements at
generate authentication metadata in the past. The auddit trails in that it protects data from destruction or modi-
process applies to individual bles, sequences of versiongcation, which helps prevent audit failures after commit-
directory hierarchies, and an entire ble system. ting to a version history.

Our general approach resembles that of digital signa-
ture and secure time-stamp serviceg, the IETF Time- _ 4 A Secure Version History
Stamp Protocol [1]. From a model standpoint, audit trails

extend such services to apply to aggregates, containers qfe basic construct underlying digital audit trails is a
multiple Ples, and to version histories. Such services promessage authentication code (MAC) that authenticate
vide a good example of systems that minimize data transthe data of a ble version and binds that version to pre

fer and storage for authentication metadata and revea}ioys versions of the ble. We call thissarsion authen-
nothing about the content of data prior to audit. We build ticator and compute it on version as

our system around message authentication codes, rather
than digital signatures, for computational efbciency. Avi = MACk (VillAv;, 1); Ay, = MACK (VolIN) (1)

The publishing process requires long-term storage ofy which K is an authentication key ard is a nonce.
authenticating metadata with ObdelityO; the security Qf js a randomly derived value that differentiates the au-
the system depends on storing and returning the samgenticators for bles that contain the same data, includin
values. This may be achieved with a trusted third party,empty bles. We also require that the MAC function re-
similar to a certibcate authority. It may also be accom-yea|s nothing about the content of the data. Typical MAC
plished via publishing to censorship-resistant stores [41] constructions provide this property. CBC-MAC [2, 16]

The principal attack against which our system defendsand HMAC-SHAL1 [3] sufbce.
is the creation of false version histories that pass the audit By including the version data in the MAC, it authenti-

process. This class of attack includes the creation of falsgates the content of the present version. By including th
versions D ble data that matches published metadata, bHﬁevious version authenticator, we biAd, to a unique
differ from the data used in its creation. It also includesyersion history. This creates a keyed hash chain and cot
the creation of false histories; inserting or deleting Ver-ples past versions to the current authenticator. The wid
sions into a sequence without detection. application of one-way hash chains in password auther
In our audit model, the attacker has complete accessication [20], micropayments [34], and certiPcate revo-
to the Ple system. This includes the ability to modify the cation [23] testiPes to their utility and security.
contents of the disk arbitrarily. This threat is realistic. =~ The authentication kel binds each MAC to a spe-
Disk drives may be accessed directly through the devicesibc identity and audit scope is a secret key that is
interface and on-disk structures are easily examined andelected by the auditor. This ensures keys are properl
modiPed [12]. In fact, we feel that the most likely at- formed and meet the security requirements of the sys
tacker is the owner of the ble system. For example, a cortem. During an audit, the auditor veribes all version his-
poration may be motivated to alter or destroy data after ittories authenticated witk . Keys may be generated to
comes under suspicions of malfeasance. The shreddingind a version history to an identity. A ble system may
of Enron audit documents at Arthur Anderson in 2001 yse many keys to limit the scope of an audity.to a
provides a notable paper analog. Similarly, a hospital orspecibc user. For example, Plutus supports a unique ke
private medical practice might attempt to amend or deletefor each authentication context [17], called>egroup
a patientOs medical records to hide evidence of malpragwthentication keys derived from Plegroup keys would
tice. Such records must be retained in accordance withillow each Plegroup to be audited independently.
HIPAA [39]. A ble system commits to a version history by transmit-
Obvious methods for securing the Ple system withoutting and storing version authenticators at a third party
athird party are not promising. Disk encryption provides The system relies on the third party to store them per
no benept, because the attacker has access to encryptisistently and reproduce them accuratély, return the
keys. Itis useless to have the ble system prevent writestored value keyed by Ple identiber and version numbe
by policy, because the attacker may modify Ple systemit also associates each stored version authenticator with
code. Write-once, read-many (WORM) stores are alonesecure time-stamp [21]. An audit trail consists of a chain
insufbcient, as data may be modibed and written to a newsf version authenticators and can be used to verify the
WORM device. manner in which the ble changed over time. We label the
Tamper-proof storage devices are a promising technolpublished authenticatd?,, , corresponding té,, com-
ogy for the creation of immutable version histories [24]. puted at the Ple system.
However, they do not obviate the need for external audit The audit trail may be used to verify the contents of
trails, which establish the existence of changed data witha single version. To audit a single version, the audi-

USENIX Association FAST @7: 5th USENIX Conference on File and Storage Technologies 95



tor requests version data and the previous version au-  Typical MAC constructions, such as HMAC [3] and
thenticatorA,, , from the ble system, computés, us- CBC-MAC [2, 16], are serial in nature; they require the
ing Equation 1 and compares this to the published valuesntire input data to compute the MAC. HMAC relies on
Py,. The computed and published identibers match ifa standard hash functidt, such as SHA1 [29], which
and only if the data currently stored by the Ple systemis called twice as

are identical to the data used to compute the published

value. This process veribes the version data comtent

even thougtA,,, , has not been veribed by this audit. Hik (M) = H(K ! pad}H(K ! pad3M)).

We do not require all version authenticators to be pub-4MAC is very efbcient. It costs little more than a sin-
lished. A version history (sequence of changes) to a Plgyje call of the underlying hash function B the outer hast
may be audited based on two published version authentis computed on a very short input. However, HMAC is
cators separated in time. An auditor accesses two versiogerial because all data are used as input to the inner ha
authenticator®,, andPy, ,i <] . The auditor veribes fynction. CBC-MAC builds on a symmetric cipher used
the individual versiow; with the ble system. It then enu- in CBC mode. In particu|ar’ given a message di-
merates all versiong;.s ,...,vj, computing each ver- vided in blocksM 1, ... My, and a cipheE (3, it com-
sion identiber in turn until it computes,, . Again,A,, putesO; = Ex (M1) andO; = Ex (M; ! Oy 1), for
matchesy, if and only if the data stored on the Ple sys- 2 » j » k. CBC-MAC(M) is then the Pnal valu®.
tem are identical to the data used to generate the versiogBC-MAC is inherently serial because the computation
identibPersjncluding all intermediate versions of O; depends on the previous valOg ;.

Verifying individual versions and version histories re-  We use the XOR MAC construction [5], which im-
lies upon the collision resistant properties of MACs. For proves on CBC-MAC, making it incremental and paral-
individual versions, the auditor uses the unveriped andelizable. XOR MAC (XMACR in Bellare [5]) builds
untrustedAy,, , from the ble systemA,, authenticates upon a block cipheE (3 in which the block size is
versionv; even when an adversary can choose inputn. A messageM is divided into blocks, each of a cer-
Ay, ,- Finding a replacement fak,,, , andv; that pro-  tain lengthm, asM = My... My (M is padded if its
duces the corredk,;, Pnds a hash collision. A similar |engthis less tham). Then XOR MAC(M ) is computed
argument allows a version history to be veribPed based oms(r, Z ), for a random seed, and
the authenticators of its brst and last version. Finding
an alternate version history that matches both endpoints ! " $
Pnds a collision. _ " o

Version authenticators may be published infrequently. Z = Ec(Olin! - Erc (LIl $IM;) 0@
The ble system may perform many updates without pub- =
lication as long as it maintains a local copy of a versionin which 0, 1 are bits and4 $is the binary representa-
authenticator. This creates a natural trade-off betweenion of block indexj. The leading bit differentiates the
the amount of space and network bandwidth used by theontribution of the random seed from all block inputs.
publishing process and the efbciency of verifying versionThe inclusion of the block index prevents reordering at-
histories. We quantify this trade-off in Section 6.3. tacks. Reordering the message blocks results in differ

ent authenticators. When using AES-128 [10]&y (§,

n = 128 and|r| = 127 bits. When using7 bits for the
4.1 Incrementally Calculable MACs block index#j § XOR MAC makes an AES call for every

80 bits of the messagd .
I/O efbciency is the principal concern in the calculation Our implementation of XOR MAC aligns the block
and veribcation of version authenticators in a bPle systemsizes used in the algorithm to that of bPle system blocks
Aversion of a Ple shares data with its predecessor. It dif{M; | = 4096 bytes. As suggested by the original publi-
fers only in the blocks of data that are changed. As acation [5], a keyed hash function can be used in place o
consequence, the ble system performs 1/0O only on thesa block cipher to improve performance. We use HMAC-
changed blocks. For performance reasons, it is imperaSHAL to instantiaté g .
tive that the system updates audit trails based only on the XOR MAC provides several advantages when com-
changed data. To achieve this, we rely on incrementapared with CBC-MAC or HMAC. It is parallelizable in
MAC constructions that allow the MAC of a new version that the calls to the block cipher can be made in par-
to be calculated using only the previous MAC and theallel. This is important in high-speed networks, multi-
data that have changed. Thus, MAC computation perforprocessor machines, or when out-of-order veribcatior
mance scales with the amount of data that are writtenijs needed [5], for instance when packets arrive out-of-
rather than size of the ble being MACed. order owing to loss and retransmission. Most important
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to our usage, XOR MAC is incremental with respect to added an additional leading bit that allows for four dis-
block replacement. When message bldtk has been tinct components to the input. Bit sequences 00, 01, an
modibed intoVi j!, it is possible to compute a new MAC 10 precede the random seed, block inputs, and normal
(r',Z"), for a fresh random value , on the entireM by  ized metadata respectively. To these, we add the previ
starting from the old valuér, 2 ) as ous version authenticator, which forms the version hast
chain debned by equation 1. This form is the full com-
putation and is stored as the péirA ;). There is also
T=2z! ExQllr)! Ex ("] AIM;) an incremental computation. Assuming that versign
Z'= T Ec(O]Ir)! Ex (LI AIM]) differs fromv;- 1 in one block onlyby, (j) $ by, ,(j).
we observe that
XORing out the contributions of the old block and old

random seed to makie and XORing in the contributions
of the new block and new random seed to bdiltl File Ay, =Ay,, ! Hc(OO||ry,)! Hk (OO|Iry,, ;)
systems perform only blpck replacements. They do not I Hk O1)]"j #lby, (1)) ! Hik (01" b, . ()
insert or delete data, which would change the alignment — —
of the blocks within a ble. P Hi (10[[M ;) ! Hi (10IM v, ,)
PMAC [6] improves upon XOR MAC in that it makes P He (LA, 1) ! Hi (1L]Ay, ).
fewer calls to the underlying block cipher. XOR MAC
expands data by concatenating an index to the messa
block. PMAC avoids this expansion by debning a se-
guence of distinobffsetghat are XORed with each mes-
sage block. Thus, it operates on less data, resulting i
fewer calls to the underlying block cipher. Indeed, we
initially proposed to use PMAC in our system [7]. ized metadata, a_nd random seed. .
However, when XOR MAC or PMAC are instantiated The computation of XOR MAC authenticators scales
with the amount of I/O, whereas the performance of a

with keyed hash functions (rather than block ciphers), theh h henticati 4o (MMAC : i
performance benebts of PMAC are minimal for ble sys- ash message authentication code ( ) scales wit

tems. The reason is that HMAC-SHAL accepts large in-the ble size. With XOR MAC, only new data being writ-

puts, permitting the use of a 4096 byte ble system block €N to a version will be authenticated. HMACs must pro-

The incremental cost of a 64 bit expansion represent—cess the entire ble, irrespective of the amount of I/O. This

ing a block index, is irrelevant when amortized over a is prablematic as studies of versionil_ﬂg ble systems sho
4096 byte block. At the same time, XOR MAC is sim- that data change at a bne granularity [31, 38]. Our re-
pler than PMAC and easier to implement. (On the Othersults (Sec_tlon 6) conbrm the same..More |mportantly, the
hand, PMAC is deterministic, requires no random inlouts'computatlon of the XOR MAC version authenticator re-

and produces smaller output). In our system, we elect toquires o_nly those data_ t_)loc_ks being mod_i_bed, W.hiCh are
implement XOR MAC. already in cache, requiring little to no additional disk I/O.

Computing an HMAC may require additional I/O. This
. . is because system caches are managed on a page ba
4.2 XOR MAC for Audit Trails leaving unmodibed and unread portions of an individual
ble version on disk. When computing an HMAC for a
ble, all ble data would need to be accessed. As disk ac
write ble versions. Each version comprises blocks cesses are a factor #6® slower than memory accesses,

b, (1), ..., by, (n) equal to the ble system block size and computing an HMAC may be substantially worse than

a ble system independent representation of the version@®g°rithmic performance would indicate.
metadata, denoted v, (see Section 4.3). The output of The benebts of incremental computation of MACs ap-

XOR MAC is the exclusive-or of the one-way functions PIY 10 both writing data and conducting audits. When
versions of a ble share much data in common, the dif-

Téwis extends trivially to any number of changed blocks.

he updated version authenticator adds the contributior
of the changed blocks and removes the contribution of
j{hose blocks in the previous version. It also updates the
contributions of the past version authenticator, normal-

We use the incremental property of XOR MAC to
perform block-incremental computation for copy-on-

I $ ferences between versions are small, allowing for efp-
., . . cient version veribcation. Incremental MACs allow an
Av; =Hk (00[|ry;) ! Hk (01]]"j Alby, (1)) % auditor to authenticate the next version by computing the
=1 authenticity of only the data blocks that have changed
I Hk (10][My,) ! Hy (11]|Ay,, ;) (3)  When performing an audit, the authenticity of the entire

version history may be determined by a series of small
in whichry, is a random number unique to versien  incremental computations. HMACs do not share this ad-
This adapts equation 2 to our ble system data. We haveantage and must authenticate all data in all versions.
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4.3 File System Independence However, this construct fails to bind the data of a direc-
_toryOs Pbles to the names, allowing an attacker to und
Many storage management tasks alter a ble system, ifgctaply exchange the names of bles within a directory.
cluding the metadata of past versions, but should not re- \ye employ trees of MACs that bind individual ver-
sult in an audit failure. Examples i.nclud.e: Dle-orignted sions and their names to a Ple system hierarchy, authent
restore of backed-up data after a disk failure, resizing orcating the entire versioning ble system recursively. In ad-
changing the logical volumes underlying a Ple system,gjtion to the normalized inode information and previous
compaction/defragmentation of storage, and migrationythenticator used to authenticate ples, directory auther
of data from one ple system to another. Thus, audit modtjcators are composed of name-authenticator pairs. Fa
els must be robust to such changes. We call this propertach ple within the directory, we concatenate its authen

Ple system independenceudit information is bound to  icator to the corresponding name and take a one-wa
the Ple data and metadata and remains valid when thgash of the result. '

physical implementation of a ble changes. This includes

transfers of a ble from system to system (with the caveat ! $
that all systems storing data support audit trails B we have . H

implemented only one). The act of performing a data®p: =Hk (00[[rp;) !
restoration may be a procedure worth auditing in and of

itself. We consider this outside the scope of the Ple sys- | Hy (10|[Mp,)! Hk (11/|Ap,, ,)
tem requirements.

Hi (01]"j #iname; || Ay, )%
j=1

Our authenticators use the concept mdrmalized This binds bles and sub-directories to the authenticato
metadatafor ble system independence. Normalized of the parent directory. Directory version authenticators
' continue recursively to the ble system root, protecting the

metadata are the persistent information that describe at

tributes of a ble system object independent of the Dleentire ble system image. The SFS-RO system [13] use

system architecture. These metadata include: name, p%smllar technique to Px the contents of a read-only Ple

size, ownership and permissions, and modibcation, Cre_§ystem without versioning. Our method differs in that it

ation and access times. These belds are common to mo|s<.t|ncremer_1tal and accounts for'updates.,. .
ble systems and are stored persistently with every ple. For efpmency reasons, we pmd versions to the d!rec.
Normalized metadata do not include physical offsets anotoryos guthentlcator lazily. Fl'gu.re 1 showsf how .dlrec-
ble system specibc information, such as inode numbe|Iory D bmds_ to Pless, T, U. .Th's IS d_one by including
disk block addresses, or ble system Rags. These Del&ge authenticators for specibc versids, Tz, Uy that

are volatile in that storage management tasks chang)@’ere current at the time ve_rsumz was created. How-
ever, subsequent ble versiomsg. S, T3) may be cre-

their values. Normalized metadata are included in au- . . . . .
thenticators and become part of a bleOs data for the ptﬁ':[ed without updating the dlrectory version autheptlca-
poses of audit trails. torAp,. The system updates the dlrect(_)ry authenticatol
only when the directory contents change:., bles are
created, destroyed, or renamed. In this example, whel
4.4 Hierarchies and File Systems deleting bleJ (Figure 1), the authenticator is updated to
the current versions. Alternatively, were we to bind di-
Audit trails must include information about the entire rectory version authenticators directly to the content of
state of the ble system at a given point in time. Audi-the most recent ble version, they would need to be up
tors need to discover the relationships between bles andated every time that a Ple is written. This includes all
interrogate the contents of the ble system. Having foundharent directories recursively to the Ple system root D a
a ble of interest in an audit, natural questions include:obvious performance concern as it would need to be doni
what other data was in the same directory at this timen every write.
or, did other Ples in the system store information on the Binding a directory authenticator to a Ple version
same topic? The data from each version must be assochinds it to all subsequent versions of that ble, by hast
ated with a coherent view of the entire ble system. chaining of the Ple versions. This is limited to the por-
Authenticating directory versions as if they were ble tion of the PleOs version chain within the scope of the
versions is insufbcient. A directory is a type of ble in directory. A rename moves a ble from one directoryO
which the data are directory entries (name-inode num-scope to another. Ext3cow employs timestamps for ver:
ber pairs) used for indexing and naming Ples. Were wesion numbers, which can be used to identify the valid ble
to use our previous authenticator construction (Equatiorversions within each directory version.
3), a directory authenticator would be the MAC of its  Updating directory authenticators creates a time-spac
data (directory entries), the MAC of the previous direc- trade-off similar to that of publication frequency (see
tory authenticator and its normalized inode information. Section 4). When auditing a directory at a given point
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Ap, =Hk (00[|rp,) ! Hk (01]|"1#|name(S)||As,)
I Hk (01]]"2#|name(T)||AT,)
I Hk (01]]"3#|name(U)||Au,)
I He (10||Mp,)! Hk (11]|Ab,)

Ab,; =Hk (00][rp;) ! Hk (01]|"1#|name(S)||As,)
I Hk (01)]"2#|name(T)||ATs)
' He (10[Mp,) ! Hk (11]|Ap,)

D, D3
f”"\\ ,A\
A”"’ : \\\\ *,/ \\\\
S1 Y S, \*
Ty X Ts

Figure 1: Directory version authenticators before and afteldakdeleted. Equations show the full (not incremental)
computation.

in time, the auditor must access the directory at the timetication block pointeri.e. a pointer to disk block holding

when its was created and then follow the children bles@uthentication information. Figure 2 illustrates the meta-
hash chains forward to the specibed point in time. Up-data architecture. The number of direct blocks has bee
dating directory authenticators more frequently may bereduced by one, from twelve to eleven, for storing an

desirable to speed the audit process. authenticator blocki(.data[11] ). Block stealing for
authenticators reduces the effective ble size by only on
5 File System Implementation Ple system block, typically 4K.

Each authenticator block stores bve belds: the curret
We have implemented digital audit trails using XOR version authenticato#, ), the authenticator for the pre-
MAC in ext3cow [31], an open-source, block-versioning vious versionf,,, ,), the one-way hash of the authenti-
Ple system designed to meet the requirements of eleczator for the previous versiotd(k (11]|Ay,, ,)), the au-
tronic records legislation. Ext3cow supports ble systemthenticator for the penult-previous versioh(, ,), and
snapshot, per-ble versioning, and a time-oriented interthe the one-way hash of the authenticator for the penult
face. Versions of a ble are implemented by chaining in-previous versionH ¢ (11||Ay;, ,)). Each authenticator
odes together in which each inode represents a versiortomputation requires access to the previous and penul
The ble system traverses the inode chain to generate previous authenticators and their hashes. By storing at
point-in-time view of a ble. Ext3cow provides the fea- thenticators and hashes for previous versions togethe
tures needed for an implementation of audit trails: it sup-the system avoids two read I/Os: one for each previ
ports continuous versioning, creating a new version onous version authenticator and hash computations. Whe
every write, and maintains old and new versions of dataa new version is generated and a new inode is create
and metadata concurrently for the incremental computathe authenticator block is copy-on-written and Obumps
tion of version authenticators. We store version authen-each entry;.e., copying the once current authenticator
ticators for a Ple in its inode. We have already retrobtted A, ) to the previous authenticatoh (,, , ), and the pre-
the metadata structures of ext3cow to support versioningious authenticatorAy,, ,) and hash Kk (11]|Ay,, ,))
and secure deletion (based on authenticated encryptioto the penult-previous authenticatok(, ,) and hash
[32]). Version authenticators are a straightforward exten-(Hk (11||Ay;, ,)). The once current authenticate )
sion to ext3cowOs already augmented metadata, requiritigyzeroed, and is calculated on an as-needed basis.

only a few bytes per inode. In almost all cases, authenticator blocks do not in-
crease the number of disk seeks performed by the syster
51 Metadata for Authentication The block allocator in ext3cow makes efforts to collocate

data, metadata, and authenticator blocks in a single dis
Metadata in ext3cow have been improved to support in-drive track, maintaining contiguity. Authenticator blocks
cremental versioning authenticators for electronic auditare very likely to be read out of the diskOs track cache
trails. To accomplish this, ext3cow OstealsO a single dafehe same disk movement that reads inode or data block
block pointer from the inode, replacing it with an authen- populates the track cache.
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1"45% & (%" (*+, (- JO#+1 mented with HMAC-SHAL is further referred to as XOR
MAC-SHA1. All experiments were performed on a Pen-

His a "< tium 4, 2.8GHz machine with 1 gigabyte of RAM. Trace
ANAAN , experiments were run on a 80 gigabyte ext3cow partition
<0=" of a Seagate Barracuda ST380011A disk drive.
1"%&'&()* #$%$& >, @IAAE B
?

"%& &(+* 0 ) 0=" .

PREECT | #ensa : 6.1 Micro-benchmarks
laAaAAA <G
VNN —— To quantify the efbciency of XOR MAC, we conducted

Y& &(+)* 459658 o @4AAL B two micro-benchmark experimentsreateandappend

The create test measures the throughput of creating

"00&'&(++* (%) *+ -
( oy -& and authenticating bles of siZ2' bytes, whereN =

roogg(+x | [0L2+3451pT74

HU%$E 0,1,...,30 (1 byte to 1 gigabyte bles). The test mea-
| "%68 & (+.* #,(8+?;4516'4 sures both CPU throughpute. the time to calculate
| B Q:Oﬁfﬁ%‘%m a MAC, and disk throughput,e. the time to calcu-
#$%$& late a MAC and write the ble to disk. Files are created
IAAAA and written in their entirety. Thus, there are no bene-

bts from incremental authentication. Tagpendexper-

iment measures the CPU and disk throughput of appenc
ing 2N bytes to the same Ple and calculating a MAC,
whereN =0,1,...,29(1 byte to 500 megabytes). For
Figure 2: Metadata architecture to support version auXOR MAC, an append requires only a MAC of a new
thenticators. random value, a MAC of each new data block and an
XOR of the results with the bPleOs authenticator. HMAC
does not have this incremental property and must MAC
5.2 Key Management the entire ble data in order to generate the correct auther
ticator, requiring additional read I/O. We measure both

Key managementin ext3cow uses lockboxes [17] to store .
y 9 [17] warm and cold cache conbgurations. In a warm cache

a per-Ple authentication key. The ble ownerQs private keB/ . d Gl dth d
unlocks the lockbox and provides access to the authenfP'€VIous appends are still in memory and the read occur
tication key. Lockboxes were developed as part of theat memory s'peed. In practice, a system dpes not alway
authenticated encryption and secure deletion features ol?nd a_II datain cache..Therefore, the experimentwas als
ext3cow [32]. run with a cold cache; before each append measuremer
the cache was Rushed.
Figure 3(a) presents the results of ttreate micro-
6 Experimental Results benchmark. Traditional HMAC-SHA1 has higher CPU
throughput than XOR MAC-SHA1, saturating the CPU
We measure the impact of authentication on versioningat 134.8 MB/s. The XOR MAC achieves 118.7 MB/s
Ple systems and compare the performance characterigt saturation. This is expected as XOR MAC-SHA1
tics of HMAC and XOR MAC in the ext3cow versioning performs two calls to SHA1 for each block (see Equa-
ble system. We begin by comparing the CPU and diskion 3), compared to HMAC-SHAL1 that only calls SHAL
throughput performance of HMAC and XOR MAC by twice for each Ple, resulting in additional computation
using two micro-benchmarks: one designed to contrastime. Additionally, SHA1 appends the length of the mes-
the maximum throughput capabilities of each algorithm sage that itOs hashing to the end of the message, padd
and one designed to highlight the benepts of the increup to 512-bit boundaries. Therefore, XOR MAC-SHA1
mental properties of XOR MAC. We then use a traced blehashes more data, upi¢512 bits more fom blocks.
system workload to illustrate the aggregate performance Despite XOR MACOs computational handicap, disk
benebts of incremental authentication in a versioning bPlehroughput measurements show little performance dis:
system. Lastly, we use ble system traces to charagearity. HMAC-SHAL achieves a maximum of 28.1 MB/s
terize some of the overheads of generating authenticaand XOR MAC-SHA1 a maximum of 26.6 MB/s. This
tors for the auditing environment. Both authentication illustrates that calculating new authenticators for a Ple
functions, XOR MAC and HMAC, were implemented system is 1/O-bound, making XOR MAC-SHA10s ulti-
in the ext3cow ble system using the standard HMAC-mate performance comparable to that of HMAC-SHAL.
SHAL1 keyed-hash function provided by the Linux kernel ~ The results of theappendmicro-benchmark make a

cryptographic API [25]. For brevity, XOR MAC imple- compelling performance argument for incremental MAC
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Figure 3: Results of micro-benchmarks measuring the CPU and disk throughput.

computation. Figure 3(b) shows these results ® note | No Authentication] XOR MAC | HMAC |
the log scale. We observe XOR MAC-SHA1 outper- | 1.98 MB/s | 1.77 MB/s | 0.11 MB/s|
forms HMAC-SHA1 in both CPU and disk through-
put measurements. XOR MAC-SHA1 bests HMAC- Table 1: The trace-driven throughput of no authentica-
SHA1 CPU throughput, saturating at 120.3 MB/s, com-tion, XOR MAC and HMAC.

pared to HMAC-SHA1 at 62.8 MB/s. Looking at
disk throughput, XOR MAC-SHAL1 also outperforms the
best-case of an HMAC calculation, warm-cache HMAC-
SHAL, achieving a maximum 31.7 MB/s, compared to
warm-cache HMAC-SHAL at 20.9 MB/s and cold-cache
HMAC-SHA1 at 9.7 MB/s. These performance gains
arise from the incremental nature of XOR MACs. In ad-
dition to the extra computation to generate the MAC, an
ancillary read 1/O is required to bring the old data into
the MAC buffer. While theappendbenchmark is con-
trived, it is a common I/O pattern. Many versioning ble
systems implement versioning with a copy-on-write pol- 6-2-1  Write Performance

icy. Therefore, all I/O that is not a full overwrite is, by The incremental computation of XOR MAC minimally
debm_tlon, incremental and benebts from the |ncrementa‘ljegrades on-line system performance when compare
qualities of XOR MAC. with a system that does not generate audit trails (Nc
Authentication). In contrast, HMAC audit trails reduce
throughput by more than an order of magnitude (Ta-
ble 1). We measure the average throughput of the sys
We take a broader view of performance by quantifying tem while replaying four months of system call traces.
the aggregate benebts of XOR MAC on a versioning PleThe traces were played as fast as possible in an effo
system. To accomplish this, we replayed four months ofto saturate the I/O system. The experiment was pet
system call traces [35] on an 80 gigabyte ext3cow parformed on ext3cow using no authentication, HMAC-
tition, resulting in 4.2 gigabytes of data in 81,674 bles. SHAL authentication, and XOR MAC-SHA1 authenti-
Despite their age, these 1996 traces are the most suitation. XOR MAC-SHAL achieves a 93.9% improve-
able for these measurements. They include informatiorment in run-time performance over HMAC-SHA1L: 1.77
that allow multiple open/close sessions on the same bI&B/s versus 0.11 MB/s. HMAC-SHA10s degradation re
to be correlated B necessary information to identify ver-sults from the additional read 1/0 and computation time
sioning. More recent traces [11, 19, 36, 38] do not in- it must perform on every write. XOR MAC-SHA1 in-
clude adequate information to correlate open/close sessurs minimal performance penalties owing to its abil-
sions, are taken at too low a level in the IO system toity to compute authenticators using in-cache data. XOF
be useful, or would introduce new ambiguities, such asMAC-SHA1 achieves 89% of the throughput of a system
the effects of a network ble system, into the aggregatevith no authentication.

measurements. Our experiments compare trace-drive
throughput performance as well as the total computatiol
costs for performing a digital audit using the XOR MAC
and HMAC algorithms. We analyze aggregate results o
run-time and audit performance and examine how the in
cremental computation of MACs benebts copy-on-write
versioning.

6.2 Aggregate Performance
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Figure 4: Characterization of write I/0Os from trace-driven experiments.

To better understand the run-time performance differ- The relationship between I/O size and Ple size reveal:
ences between XOR MAC and HMAC, we characterizethe necessity of incremental MAC computation. Figure
the number and size of writes and how they are written4(c) presents the average write 1/O size as a ratio of th
to various Ples in the system. By looking at each write Ple size over ble sizes. This plot shows that there ar
request as a function of its destination ble size, we cariew bles that receive large writes or entire overwrites in
see why incremental computation of MACs is benebciala single I/O. In patrticular, bles larger than 2MB receive
to a ble system. Our observations conbrm three thingswrites that are a very small percentage of their ble size
(1) Most write requests are small, (2) write requests areThe largest Ples receive as little as 0.025% of their Ple
evenly distributed among all ble sizes, and (3) the sizesize in writes and nearly all Ples receive less than 25% o
of write requests are usually a tiny fraction of the Ple their bPle size in write I/Os. It is this disproportionate 1/0O
size. Figure 4(a) presents statistics on the number angattern that benebts the incremental properties of XOF
size of write I/Os, whereas Figure 4(b) shows numberMAC. When most I/Os received by large Ples are small,
of write I/Os performed by Ple size. Both plots are log- a traditional HMAC suffers in face of additional com-
log. We observe that of the 16,601,128 write 1/Os tracedputation time and supplementary I/Os. The performance
over four months, 99.8% of the 1/0Os are less than 100K, 0f XOR MAC, however, is immune to Ple size and is a
96.8% are less than 10K, and 72.4% are less than 1Kunction of write size alone.
in size. This shows that a substantial number of I/Os
are small. We also observe that bles of all sizes receive )
many writes. Files as large as 100 megabytes receive §2-2 Audit Performance

many as 37,000 writes over the course of four monthsTo generate aggregate statistics for auditing, we aged th

ﬁ(;)nml(/aot;le?haer:;mrjas'\r?sl?slﬂos\;vzfﬁaflc/gvgzn:sagewg me'lr;_ble system by replaying four months of traced system
' grap . . g calls, taking snapshots daily. We then performed two au-
eral, small and that bles of all sizes receive many I/Os.

dits of the ble system, one using HMAC-SHAL1 and one
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| Number of Versionss HMAC-SHAL1 (seconds)] XOR MAC-SHAL1 (seconds)]

All 11209.4 10593.1
12 670.1 254.4

Table 2: The number of seconds required to audit an entire ble system using HMAC-SHA1 and XOR MAC-SHA1
all bles and only those Ples with two or more versions.
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Figure 5: Aggregate auditing performance results for XOR MAC-SHA1 and HMAC-SHA1.

using XOR MAC-SHAL. Our audit calculated authenti-  Looking at audit performance by ble size shows that
cators for every version of every ble. Table 2 presentghe benebt is derived from long version chains. Figure
the aggregate results for performing an audit using XOR5(b) presents a break down of the aggregate audit resuli
MAC-SHA1 and HMAC-SHAL. The table shows the re- by ble size. There exists no point at which XOR MAC-
sult for all bles and the result for those bles with two SHA1 performs worse than HMAC-SHA1, only points
or more versions. Auditing the entire 4.2 gigabytes of where they are the same or better. Performance is th
ble system data using standard HMAC-SHAL techniquesame for bles that have a single version and for bles the
took 11,209 seconds, or 3.11 hours. Using XOR MAC- do not share data among versions. As the number of ver
SHAL1, the audit took 10,593 seconds, or 2.94 hours; asions increase and much data are shared between ve
savings of 5% (10 minutes). sions, large discrepancies in performance arise. Som
examples of bles with many versions that share data ar

Most bles in the trace (88%) contain a single version,annotated. XOR MAC shows little performance variance
typical of user Ple systems. These Ples dominate audif;ith the number of versions.

performance and account for the similarity of HMAC

and XOR MAC results. However, we are interested in

ble systems that contain medical, Pnancial, and govern6.3 Requirements for Auditing

ment records and, thus, will be populated with versioned

data. To look at auditing performance in the presenceAs part of our audit model, authenticators are transferec
of versions, we Plter out bles with only one version. to and stored at a third party. We explore the storage an
On bles with two or more versions, XOR MAC-SHA1 bandwidth resources that are required for version authen
achieves a 62% performance benebt over HMAC-SHAL1 tication. Four months of Ple system traces were replaye:
670 versus 254 seconds. A CDF of the time to audit Ple®ver different snapshot intervals. At a snapshot, authen
by number of versions is presented in Figure 5(a). XORtication data are transfered to the third party, committing
MAC-SHA1 achieves a 37% to 62% benebt in compu-the Ple system to that version history. Measurement:
tation time over HMAC-SHA1 for bles with 2 to 112 were taken at day, hour, and minute snapshot intervals
versions. This demonstrates the power of incrementaPuring each interval, the number of ble modiPcations
MACs when verifying long version chains. The longer and number of authenticators generated were captured.
the version chain and the more data in common, the bet- Figure 6 presents the size of authentication data gen
ter XOR MAC performs. erated over the simulation time for the three snapshot in
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0 oy storage-less third party model a ble system would gen
Mg erate authenticators and transmit them to a third party
\ Instead of storing them, the third party would MAC the
\ authenticators and return them to the ble system. The b
\ system stores both the original authenticators and thos
/\M AI\ I l authenticated by the third party. In this way, the third
|
|
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party stores nothing but signing keys, placing the bur-
den of storing authenticators on the ble system. Whei
the ble system is audited, the auditor requests the sig!
ing keys from the third party and performs two authenti-
cation steps: brst, checking the legitimacy of the storec
authenticators and then checking the authenticity of the

Authenticator Transfer Size (Kbytes)

Simulation Time (Days) data themselves.
Figure 6: Size of authentication data from four months This design has.limi'tations. The scheme dogples th
of traced workloads at three snapshot intervals. amount of authentication data transfered. Additionally,

because the third party keeps no record of any ble, a
attacker may delete an entire ple system without detec
tervals. Naturally, the longer the snapshot interval, thetion or maintain multiple Ple systems, choosing which
larger the number of authenticators generated. HoweverRle system to present at audit time. Portions of the Pl
authentication data are relatively small; even on a dailysystem may not be deleted or modiPed, because the a
snapshot interval, the largest transfer is 450K, representhenticators for version chains and directory hierarchies
ing about 22,000 modiPed Ples. Authenticators generbind all data to the ble system root authenticator.
ated by more frequent snapshot (hourly or per-minute) A further variant groups peers of pPle systems togethe
never exceed 50KB per transfer. Over the course ofinto a cooperative ring, each storing their authenticatior
four months, a total of 15.7MB of authentication data aredata on an adjoining ble system. A Ple system woulc
generated on a daily basis from 801,473 modibed blesstore the previous systemOs authenticator in a log Pl
22.7MB on a hourly basis from 1,161,105 modibed bles,which is subsequently treated as data, resulting in th
and 45.4MB on a per-minute basis from 2,324,285 modi-authenticators being authenticated themselves. This a
Ped bles. The size of authenticator transfer is invariant ofhenticator for the log Ple is stored on an adjoining sys-
individual Ple size or total ble system size; it is directly tem, creating a ring of authentication. This design re-
proportional to the number of Ple modibcations made inlieves the burden on a single third party from managing
a snapshot interval. Therefore, the curves in Figure 6 arall authentication data and removes the single point o
identical to a bgure graphing the number of bles modi-failure for the system. This architecture also increase:
bed over the same snapshot intervals. the complexity of tampering by a factor bff, the num-
ber of links of in the chain. Because an adjoining ble
systemOs authenticators are kept in a single log Ple, or
7 Future Work one authenticator is generated for that entire ble systen

preventing a glut of authentication data.
Conducting digital audits with version authenticators

leaves work to be explored. We are investigating authen- R .
tication and auditing models that do not rely on trusted /-2 Availability and Security
third parties. We also discuss an entirely different model
for authentication based on approximate MACs, which
can tolerate partial data loss.

A veribable ble system may benebt from accessing onl
a portion of the data to establish authenticity. Storage
may be distributed across unreliable sites [9, 18], sucl
that accessing it in itOs entirety is difbcult or impossi
7.1 Alternative Authentication Models ble. Also, if data from any portion of the ble system are
corrupted irreparably, the ble system may still be authen
Having a third party time-stamp and store a ble systemQicated, whereas with standard authentication, altering .
authenticators may place undue burden, in terms of storsingle bit of the input data leads to a veribcation failure.
age capacity and management, on the third party. Fortu- To audit incomplete data, we propose the use
nately, it is only one possible model for a digital auditing approximately-secure and approximately-correct MAC
system. We are currently exploring two other possible ar(AMAC) introduced by Di Crescenzet al.[8]. The sys-
chitectures for managing authentication data; a storagetem veribes authenticity while tolerating a small amounti
less third party and cooperative authentication. In aof modibcation, loss, or corruption of the original data.
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